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Abstract
In this paper, we introduce SLAC, a SLA definition language specifically devised for clouds as a formalism
to support the whole SLA lifecycle. The main novelty of the language is the possibility of capturing within
the SLA the dynamic aspects of the environment by defining the conditions and actions to change service
levels at runtime. SLAC permits to make the most of cloud elasticity, reduces the need for renegotiation and
provides guarantees for dynamic scenarios. The language has formal syntax and semantics, and it comes
with effective software tools supporting the whole SLA management lifecycle. The impact of our language
and of its software tools is assessed by considering a series of experiments that provide empirical evidences
of the advantages of SLAC.
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1. Introduction

controversial interpretations of given SLAs. To overcome this issue, academia and standardisation bodies
have been proposing in the last years several domainspecific languages for defining SLAs [3, 4, 5, 6, 7, 8,
9, 10, 11]. These languages, however, do not support crucial features of the cloud domain, such as the
dynamicity of the (changing) requirements of the parties; the role of the broker; the types of clouds (e.g.,
community or hybrid); and the wide range of service types. Adapting and extending such languages
to consider these features would result in deep structural and conceptual changes, up to the point of denaturing them and adding new layers of complexity.

In cloud computing, consumers outsource their
business functions to entrusted cloud service
providers [1]. This requires the definition of formal
guarantees that the delivered services are compliant
with the agreed terms, which are specified via the
so-called Service Level Agreements (SLAs). SLAs
not only provide guarantees to consumers, but are
also the principal means for cloud providers to establish their credibility, and to attract or retain customers [2].
Nevertheless, the main market players, like Amazon, Google or Microsoft, do not offer machineTherefore, we propose a novel SLA definition lanreadable SLAs, but only natural language descriptions of service conditions. This conduct hinders the guage, called SLAC, devised for comprehensively
automation of the SLA management and may lead to dealing with the specific and distinctive aspects of
cloud services. SLAC builds upon earlier proposals
[12, 13], in which the mentioned features were ad∗ Corresponding author
dressed separately and differently. In this paper we
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ison with our previous papers. The key features of notion, since all the possible changes are specified
SLAC are the following:
within the contract.
To sum up, the main contribution of this paper is
• Formally defined syntax and semantics, guaran- a comprehensive methodology supporting the whole
teeing non-ambiguous SLAs and enabling SLAs lifecycle of SLAs for the cloud domain. Its specific
evaluation through constraint solving;
contributions are:
• Novel mechanisms for dealing with the dynamicity of SLA terms, to take full advantage of the
elasticity of cloud services and guaranteeing flexibility to the involved parties;

• The SLAC language, devised for defining both
static and dynamic SLAs (Section 4);
• The SLAC software framework, providing support to editing, monitoring and evaluating SLAs
(Section 5);

• Linguistic support for multi-party SLAs, possibly involving brokering;

• The validation of the SLAC approach via experiments on a cloud testbed (Section 6).

• Software tools supporting the whole lifecycle of
SLAs, from editing to services deployment, from
Furthermore, in Section 2 we introduce a simple
monitoring to enforcement.
scenario to motivate the use of dynamic SLAs. In
Section 3 we illustrate our proposed lifecycle for dyWhile works addressing other phases of the sernamic SLAs. In Section 7 we provide a comparison
vice lifecycle, such as, scheduling and monitoring,
with related works, showing the advancement with
take into account the dynamic nature of cloud serrespect to the state of the art. In Section 8 we furvices, this dynamism has been overlooked in the defther discuss challenges and benefits of our approach,
inition of SLA languages. More specifically, existing
and suggest future research directions.
languages attempt to cope with it only by relying
on renegotiating of the SLA terms, which is a heavy
and expensive process. These languages are thus lim- 2. Uses Cases and Motivating Scenario
ited to the definition of the so-called static SLAs,
In this section we illustrate the benefits of dynamic
where parties agree on contractual terms that remain
SLAs
by describing four use cases and a motivating
the same for the whole contract lifetime. SLAC, inscenario
that will be used throughout this paper to
stead, provides novel linguistic facilities that allow
present
the
SLAC language and the related software
SLA’s designers to define, in addition, dynamic SLAs.
framework.
These are just simple illustrative examThese offer the possibility of automatically modifying
ples;
obviously,
dynamic SLAs may be fruitfully apat runtime the service level according to predefined
plied
in
many
situations,
ranging from simple scalaconditions stipulated in the contract itself. Such runbility
problems
to
complex
SLA composition.
time changes may act on the values of the metrics
involved in the current contractual terms of the SLA,
Use cases. Let us imagine that a municipality
or on the set itself of valid SLA terms (i.e., the cur- decided to outsource the processing of its SmartCrently enforced terms can be dynamically replaced or ity project, which relies on sensors spread around the
deleted, and new terms to be enforced can be added). city (used, e.g., for traffic congestion monitoring, inThis permits to guarantee additional flexibility to the door positioning, smoke detection and smart lightparties by fully exploiting the elasticity of cloud ser- ing). The need of processing varies considerably acvices while avoiding, or at least reducing, human in- cording to, e.g., time, weather conditions and season.
tervention. On the other hand, to have full control With static SLAs, in case of high demand, the cloud
of these dynamic changes, the SLA parties have to service provider may impose a new, higher price to
agree, at negotiation time, on foreseeable scenarios. scale the service, or he may even refuse to offer the
In this way, the SLA does not loose its contractual service, which would imply additional costs to find
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a new provider and transfer there the service. With
dynamic SLAs, instead, the municipality could have
a bidding document defining all the conditions to automatically change the valid terms of the SLA.
Now, let us consider a hospital that relies on a
cloud service provider to perform diagnostics based
on Magnetic Resonance Imaging. In most cases the
diagnoses can be made within two days without problems. However, in cases of emergencies, the hospital
may need diagnoses within an hour without any limit
on the number of simultaneous requests. In their dynamic SLA, the parties can specify the conditions to
pass from a normal to an emergency state, and hence
to change the response time and the related service
costs.
Dynamic SLAs can be useful also for cloud
providers when they have overbooked their resources
and the demand raises unexpectedly. In such case,
to prevent SLA violations, paying fines and losing
clients’ trust, the provider might want to activate a
clause in the SLA that allows him to reduce the resources provided to some clients (e.g., change of the
type or the number of VMs) while offering monetary
discounts to compensate the service reduction.
Brokers, who have a key role in multi-cloud environments, may also take advantage of dynamic SLAs.
In a multi-cloud scenario, like, e.g., the one described
in [14], a broker is responsible for the service but
outsources the actual execution of the service to a
provider. Dynamic SLAs, in this case, are essential
to guarantee that providers will be able to adapt service provision according to what was sold to the final
consumer.

already defines the contractual terms for upgrading
the service, during its execution, up to 2 large virtual
machines (L VM IMT), with more CPUs and memory, improved availability, and an additional requirements in terms of response time delay, at a higher
service price. To avoid surprises and plan the costs
of her business, she agrees on a pre-defined price for
all these requirements of the service. On the other
hand, IMT reserves itself the right to outsource the
service to UNICAM when Alice is using at least one
large VM, thus acting also as a broker. Moreover,
IMT allows Alice to freely scale up and down the service level with one exception: once Alice scaled up to
a large VM, she must explicitly ask IMT the authorisation for moving to a small VM again. The reason
being that small VMs are expensive to maintain in
specific conditions and IMT cannot outsource them
to UNICAM which does not provide small VMs.
This SLA is represented, in Figure 1, as an automaton with five states, each representing a possible service level. State transitions are labelled by the
events triggering a change of state. This behaviour
is an example of how vertical (e.g., replacing a small
VM with a large one) and horizontal (e.g., adding
more VMs) scalability can be handled and regulated
by SLAC. The example also shows the flexibility of
dynamic SLAs and the expressive power of SLAC,
which may represent important business advantages
for all involved parties. We will present the SLAC
specification of this SLA in Section 4, where we will
use it to illustrate the key features of the language.

3. Lifecycle of Dynamic SLAs

Motivating scenario. We consider as running
example a scenario regarding the provision of IaaS
services for hosting an e-commerce site. Alice contracts this service from the IMT provider. Since she
does not have a reliable infrastructure to verify if
the service is compliant with the terms of the agreement, she requests an auditor, Bob, to do it and defines the monitoring terms. Although she believes
that her business will grow significantly in the future, she requires at the beginning a small virtual
machine (S VM), which provides a limited amount
of CPU units and RAM memory. Anyway, she also

In this section, we first provide some background
notions on cloud SLA management, then we present
a lifecycle specifically defined for dynamic SLAs.
The management of clouds attempts to optimise
preferences and policies of stakeholders according to
the state of the cloud and the agreed SLAs.
Five types of actors are involved when defining
cloud SLAs [15, 16]:
• Consumer is the user or beneficiary of the service
(in our running scenario, Alice plays this role);
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large organisations or brokers) to adapt the provided services to their needs. Although more
flexible, this modality is significantly more complex and definitely less used.
To fulfil their dynamic needs, in both cases the involved parties might want to change the terms of the
SLA for some predicted scenarios. However, current
SLA models are static, that is, once agreed, the SLA
remains the same till its expiration date or till all
the involved parties agree to terminate or renegotiate
it. Often, elasticity is offered through a generic SLA
valid for all instances of service (defined in natural
language), or through the possibility of terminating
the previous and starting a new SLA.
In fact, the terms scalability, elasticity and dynamism are commonly confused in the domain. Scalability refers to the capacity to cope with the increase
of workload (new services or increasing demand of the
existing ones). This aspect is strongly related to the
provider of the service. Elasticity refers instead to the
flexibility to adapt the service to the current demand
as closely as possible, being autonomically managed
by the provider, or decided and requested (possibly
also autonomically) by the consumer [17]. It concerns
only the technical aspects of adapting the service but
does not refer to the definition of the terms and authorisations related to them. Dynamism is related
to the changes in the needs of users and providers.
While elasticity enables providers and consumers to
maintain the quality of services within the specified
range (e.g., adding memory to keep the response time
lower than 3 ms), dynamic SLAs formalise the capacity to change the valid terms of the service defined in
the SLA, e.g. the response time itself.
Currently, the parties specify dynamism in SLAs
using the natural language, but the inherent ambiguity of the latter could lead to misunderstandings.
One party could manually translate the SLA in a
digital form and (unilaterally) automatise the service
provisioning. However, there might be different understanding of the SLA and significant efforts from
both sides would be needed to reach an agreement.
To limit disagreements, we propose SLAC that, in
addition to modelling traditional SLAs, also introduces the possibility of dynamically changing the set

Figure 1: Automaton for the dynamic SLA of the motivating
scenario.

• Provider makes services available to interested
parties (both IMT and UNICAM play this role);
• Carrier provides connectivity and transports the
services from providers to consumers (our SLA
example does not involve this role);
• Auditor assesses the service provided in term of,
e.g., performance (Bob plays this role);
• Broker
negotiates relationships between
providers and consumers, and may manage the
service use and delivery (IMT plays this role).
In the cloud domain, services are offered with two
main SLA modalities:
• Service-Based SLAs refer to non-negotiable and
ready-to-sign SLAs available for all consumers.
This is the most common type of SLA in clouds.
• Customer-Based SLAs have negotiable terms
and are agreed with individuals or groups (also
4

of valid terms of agreements according to predefined
conditions stipulated in the SLA. It permits the formalisation of the elasticity of cloud services in the
SLA, guarantees flexibility to the parties who can
agree, at negotiation time, on foreseeable scenarios,
and yet maintains its contractual notion. Notably,
dynamic SLAs do not refer to the state of the cloud
or of the service, but only to the state of the SLA
itself.
We propose a SLA lifecycle, based on the one presented in [18], to support this dynamism. Its phases
are described below and depicted in Figure 2.
• Discovery and Negotiation. Consumers and
providers define requirements and offers, and
search for the most appropriate ones. For
Customer-Based SLAs, even if the terms are not
100% compatible, the parties can negotiate to
reach an agreement.

Figure 2: Service lifecycle of dynamic SLAs in the cloud domain (dotted arrows correspond to optional transitions).

of the language by resorting to an illustrative example based on the motivating scenario defined in Section 2. The formal definitions of the SLAC syntax
and semantics, specified in EBNF and denotational
style, respectively, are available in an online technical
report [19].
SLAC is a domain specific formal language specifically designed for cloud services that supports the
main cloud deployment models, supports multiple
parties and all roles in the cloud service provision,
permits dynamic service level modifications according to pre-defined conditions, and is equipped with a
set of software tools supporting SLAs management.
These distinctive features, together with its ease of
use and its expression power, enable SLAC to cover
most scenarios in the cloud domain.
Figure 3 depicts the sections of a SLA defined using
SLAC. We informally present them via our running
example SLA, reported in Table 1, which refers to a
brokered provision of a IaaS service, assessed by an
auditor.
SLA Description. This section defines the validity period (start and expiration time) and the parties
involved in the provision of the services. A party
is defined by its name and its roles. In the running example, the validity of the SLA (line 1) is one
year. The involved parties (lines 2-6) are four: two
providers (IMT and UNICAM), a consumer (Alice) and
an auditor (Bob). The IMT party has two roles; it is a

• Deployment. Parties commit the SLA and the
service is deployed.
• Monitoring. The compliance of the service performance with the specification of the SLA is
constantly monitored to detect violations. If
some specified conditions are met, the service
level may be modified at runtime, by deploying
or withdrawing resources and reconfiguring the
monitor.
• Billing and Penalty Enforcement. This phase
is part of a small inner cycle with the monitoring phase and is triggered by the parties, at the
end of the SLA, regular periods of time or in a
pre-defined date. This differs from the existing
lifecycles (including the one in [18]) that invoke
penalties and billing only after termination.
• Termination. Services and the associated configurations are removed by the provider due to an
agreement between the parties, after a violation
or due to the expiration of the SLA.
4. The SLAC language
In this section we introduce SLAC. For the sake
of readability, we focus on an informal description
5

Figure 3: Overview of the sections of a SLA written in SLAC.

affecting the general language. For a detailed account
on this extension procedure we refer to [20].

provider and it acts also as a broker since, when necessary, it may resort to UNICAM for offering the large
VM service to Alice.

Additionally, terms can be specified in different
granularities by using groups of terms. A group of
terms is identified by a name (unique in the SLA) and
consists of one or more terms that are valid only inside the group. In the example, we have three groups
that represent different types of virtual machines: the
VMs provided by IMT (S VM and L VM IMT) and the
one by UNICAM (L VM UNICAM).

Service Description. This section specifies the
details of the service and its quality.
It consists of two parts: groups of terms and instantiation of the valid terms (lines 7-27 of the example). The terms of the SLA express the characteristics of the service along with their expected values. Each term requires the specification of the involved parties, i.e., the party responsible for fulfilling the term (a single party) and the consumers of
the service (one or more). In our example, the term
IMT → Alice:Availability 99.89% indicates that
the party IMT provides the service to Alice (i.e., one
or more virtual machines) with an availability of (at
least) 99.89%. Explicitly defining the involved parties contributes to support multi-party SLAs, reducing ambiguity and leveraging the role of the broker.

To use a group in a SLA definition, it is not sufficient to define it, but it is also necessary to instantiate
it by specifying the number of instances. For example, the code in lines 26-27 requests the deployment
of one instance of the S VM group.
Dynamic Aspects. Users can define runtime
changes of the enforceable SLA terms, through the
definition of Event-Condition-Actions (ECA) rules.
When an event occurs (e.g., a party makes an explicit
demand), a condition (defined by an expression) is
checked and one or more actions are executed (e.g.,
the change of the value of a given metric). These rules
permit, for instance, agreeing on unilateral or authorized changes from one of the parties. In our example,
the consumer can autonomously upgrade the type of
VM (lines 29-30), request the authorisation by the
provider to move back from a large to a small VM
(line 31-34), and add or remove as many large VMs
as necessary (lines 35-39). Instead, the broker can
freely outsource the provision of large VMs (lines 40-

Terms/groups marked with * are visible only to the
parties involved in the term, to improve security and
privacy. For example, the large VM service provided
by UNICAM (lines 13-19) defines the cost that IMT, as
a broker, has to pay to UNICAM but this information
is not accessible to the consumer, who is kept unaware of the SLA terms between the broker and the
providers.
Notably, the language offers a set of pre-defined
metrics devised for IaaS. Yet, new metrics and their
measurement definition can be easily defined without
6

42). Replacement actions can use a reserved variable
name old to refer to the current value of the term
metric or to the number of instances of a given group.
Various events are supported by SLAC in the ECA
rules (see [19] for a complete account), including, e.g.,
a request for authorisation from the counter-parties,
demands of modifications, which do not require authorisation of other parties, and violations of specific
terms. In our example, Alice may produce both demand and request events; in the latter case, a condition is used to restrict the application of the ECA
rule to the case where only one large VM is provided.
Moreover, the parties can explicitly request the migration of the service to the instantiated resources by
using & migrate in the action definition. In our example, migration is necessary when the type of VM
is changed (from small to large, and back) or when
the service provider is changed (from IMT to UNICAM, and back); migration is not necessary in case
of scaling up and down of the same service type with
the same provider.
The Invariants constrains the effects of the
Dynamism rules, by fixing bounds for terms of the
SLA. When an event triggering changes of the SLA
is detected, the corresponding changes are applied
only if they are compliant with the invariants terms.
In our example, invariants are used to specify that
the consumer cannot demand more than 2 large VMs
(lines 43-45).
Monitoring specifies the information necessary for evaluating the service and for configuring the monitoring system. In the example, the
Availability metric is monitored by the Auditor
with different accuracy depending on the virtual machine type. For example, the availability of large
VMs is checked by Bob more frequently and within a
smaller time window with respect to the availability
of the small VM.
Guarantees. It specifies the actions to be taken in
case of violations and are defined in the form of ECA
rules. In our running example, if the Availability
of any (large or small) VM is violated, but it is still
greater than 98%, the broker needs to give a bonus
of 20 EUR to the consumer, while if it is less than
or equal to 98% the penalty is doubled (lines 54-58).
Moreover, if a requirement about the monitoring fre-

Table 1: Motivating scenario written in SLAC.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63

Effective From: 01/01/19, Expiration Date: 01/01/20
Parties:
IMT
Role: Broker, Provider
UNICAM Role: Provider
Alice
Role: Consumer
Bob
Role: Auditor
Term Groups:
S VM:
IMT → Alice:cCpu 2 #
IMT → Alice:RAM 4 GB
IMT → Alice:Availability 99%
IMT → Alice:Price 0.20 EUR *
L VM UNICAM:
UNICAM → Alice:cCpu 4 #
UNICAM → Alice:RAM 8 GB
UNICAM → Alice:Availability 99.1%
UNICAM → Alice:RT delay 0.6 ms
UNICAM → IMT:Price 0.26 EUR *
IMT → Alice:Price 0.33 EUR *
L VM IMT:
IMT → Alice:cCpu 4 #
IMT → Alice:RAM 8 GB
IMT → Alice:RT delay 0.5 ms
IMT → Alice:Availability 99.89%
IMT → Alice:Price 0.35 EUR *
Terms:
1 of S VM
Dynamism
on Alice demand:
replace S VM with L VM IMT & migrate
on Alice authorization request:
if L VM IMT = 1:
replace L VM IMT with S VM & migrate or
replace L VM UNICAM with S VM & migrate
on Alice demand:
replace value of L VM IMT with old+1 or
replace value of L VM IMT with old-1 or
replace value of L VM UNICAM with old+1 or
replace value of L VM UNICAM with old-1
on IMT demand:
replace L VM IMT with L VM UNICAM & migrate or
replace L VM UNICAM with L VM IMT & migrate
Invariants:
L VM IMT in [1,2]
L VM UNICAM in [1,2]
Monitoring:
S VM.Availability:
Frequency: 10 s, Window: 1 month, By: Bob
L VM UNICAM.Availability:
Frequency: 6 s, Window: 15 days, By: Bob
L VM IMT.Availability:
Frequency:
6 s, Window: 15 days, By: Bob
Guarantees:
on violation of any.Availability:
if Availability > 98%:
IMT → Alice: Bonus 20 EUR
else:
IMT → Alice: Bonus 40 EUR
on violation of any.Frequency:
Bob → IMT,Alice: notify
Billing:
accounting: hourly
billing: monthly
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quency is violated (due to, e.g., maintenance activity
of the provider), the auditor is required to notify the
issue to the provider and the consumer (lines 59-60).
Billing. Since SLAC enables modification of the
valid terms at runtime, it is necessary to define periods of accounting and the frequency of billing. In our
scenario we defined the accounting period in hours
and the billing monthly. Thus, if the consumer used
a small VM for 48 hours and then demands a large
VM, after one month the service will be accounted
for 48 hours at the price 0.20 EUR/h, and at 0.35
EUR/h for the other days of the month.
Negotiation. SLAC also supports the definition
of templates for discovering compatibility of offers
and requests. Templates have a slight different syntax. To provide flexibility in the search of compatible
offers, they supports intervals in the numeric metrics,
and weights may be assigned to terms to express the
priorities of the parties in the negotiation. Templates
can be used also to define protocols and strategies
to be used in the negotiation, possibly using OWLQ [21]. However, we do not cover negotiation aspects
in this paper, and refer to [20] for a detailed treatment.

section are evaluated; for each applicable rule, the
terms of the Invariants section are checked in order
to apply only those changes that are compliant with
the invariants.
More formally, the semantics of a static SLA, or of
a single state of a dynamic SLA, is given by a function
J·K that, given the SLA terms, returns a pair composed of a set of group definitions and a constraint.
This pair constitutes the CSP associated to (a state
of) the SLA, that will be solved by means of a standard constraint solver. The automaton representing
the semantics of a dynamic SLA is generated as follows. The initial state of the automaton is a CSP
obtained by applying J·K to the terms of the Term
Groups and Terms sections of the SLA specification,
considering the invariants. Then, all possible new
states are created considering events, conditions and
the triggered changes to the SLA constraints specified
in the Dynamism section and their invariants.
Table 2 presents an excerpt of the SLA defined in
our example scenario and the resulting constraints.
Only terms and group terms of the SLA are considered for constraints generation, while additional
information, such as monitoring frequency and monitoring window, are used only as parameters (not con4.1. Semantic Overview
straints) for the monitoring system.
A SLA is formulated as a Constraint Satisfaction
The automaton resulting from the interpretation
Problem (CSP), which is evaluated, at design-time, of the dynamic aspects of our example is reported in
to identify inconsistencies in the specification and, at Figure 1.
run-time, to check compliance with the monitoring
data collected from the cloud system. To support dynamic SLAs, we adopt dynamic CSP [22]. Dynamic 5. The SLAC Software Framework
CSP is necessary since not only the value of the terms
change (e.g., response time) but the set of terms itself
To support the use of SLAC, we developed an open
(with the addition or removal of term). Therefore, a
source
software framework1 that covers the whole
dynamic SLA is represented as an automaton, whose
states, representing the SLA states, are labelled by a SLA lifecycle illustrated in Figure 2, and all actors
set of constraints, and whose transitions are labelled involved in the cloud service provision. Figure 4 illustrates the main components of our framework, each
by events that trigger the state changes.
At run-time, data representing the status of the of which is described below by relating it to the corcloud are collected by the monitoring system and ren- responding phase of the lifecycle and the parties indered as a CSP as well. Then, the CSPs of (the cur- volved. Notably, this figure shows only the parties
rent state of) the SLA and of the monitoring data
are combined for evaluation. After that, the guar1 The SLAC Management Framework is a free, open-source
antees are evaluated and, possibly, actions are ex- software that can be downloaded from the SLAC project’s webecuted. Similarly, the ECA rules of the Dynamism site [23].
8

Table 2: Semantics at work on our running example.

SLA
Term Groups:
S VM:
IMT → Alice:cCpu 2 #
IMT → Alice:RAM 4 GB
IMT → Alice:Availability 99%
IMT → Alice:Price 0.20 EUR
Terms:
1 of S VM

Constraints:
#SLA Terms
1 ≤ S VM ≤ 1
#Constraints in the S VM Group
2 ≤ S VM:IMT,Alice:cCpu:0 ≤ 2 ∧
4 ≤ S VM:IMT,Alice:RAM:0 ≤ 4 ∧
99 ≤ S VM:IMT,Alice:Availability:0 ≤ 100
20 ≤ S VM:IMT,Alice:price:0 ≤ 20
Manager is integrated with the OpenNebula toolkit4
to enable an automatic SLA/service deployment.

and the components directly related to the SLA management. It is worth noting that even if all parties,
apart from the provider, have the same components,
they can use them differently. For example, the SLA
Inspector component is particularly important for the
auditor, since it is his responsibility to verify the compliance of the service provision with the SLA, while
the consumer might choose not to exploit that component when an auditor is hired.

Monitoring. The SLA Inspector provides the
Monitor (in our case, based on Panoptes [25]) with
the information necessary to retrieve data concerning
the metrics related to the SLA. The SLA Inspector
parses the data received from the Monitor and generates set of constraints whose satisfiability is checked
against the SLA constraints using the Z3 solver [26].
Service Discovery. The SLA Editor is used by In case of non-satisfiability, the agreed guarantees are
consumers, providers and brokers to define either evaluated and due actions are activated. All parSLAs, or service offers and requests. The editor per- ties have a monitoring component that may actively
forms validation of SLAC models, error highlighting, collects data and assess it using its own Inspector,
syntactic checks and autocompletion. It has been which constantly listens to events or requests, prodeveloped using Xtext2 , a framework for the imple- cesses modifications, logs them, and requests changes
mentation of domain specific languages. With the re- of terms to the Service Manager.
sulting SLAs, Brokers discover services by using the
solution introduced in [24], which checks the compatBilling and Penalty Enforcement. The Biller
ibility between offers and requests.
is responsible for this phase of the lifecycle. It
Negotiation. All involved parties have a Nego- calculates costs and penalties, and bills the parties
tiator component that proposes SLAs and evaluates regularly or when events (e.g., violations or service
requests for (re-)negotiation or modifications in the changes) are received.
SLA. This component supports dynamic SLAs [24]
Termination. The SLA termination is handled
and may use multiple round negotiations.
by the Biller component and by the Service Manager,
Deployment. The SLA Inspector parses the which un-deploys the service.
SLAs by using ANTLR43 and, by relying on the
All parties have a Knowledge Manager component,
EBNF grammar of SLAC, generates a set of constraints that is sent to the Service Manager, which de- which contains information about the environment
ploys the service. Our implementation of the Service and parties’ preferences and priorities, and supports
all components in all phases.
2 https://eclipse.org/Xtext/
3 http://www.antlr.org/

4 https://opennebula.org/
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Figure 4: SLAC Management Framework.

6. Experiments
We assess the advantages of SLAC and its framework from the:
• Consumers’ Perspective: We show the advantages of dynamic services and the flexibility
provided by dynamic SLAs from the consumer
perspective, by comparing static services, commonly used before clouds, with a scenario with
scale up/down possibilities and with a more flexible scenario based on previous reservation of resources.

instantiate VMs according to their needs for a fixed
price. In the latter, consumers reserve (and pay) in
advance for a fixed number of VMs for a period of
time, but receive a significant discount. Service offers by Amazon are however specified in natural language. Existing (semi-)formal SLA languages only
capture the initial state of these offers. SLAC, instead, is able to formalise also the dynamic aspects
and supports the automation of the whole service lifecycle.
In our scenario, we cover different service offers:

• Providers’ Perspective: We focus on the benefits
for providers, due to the increased flexibility in
SLAs management; we will show that the capacity to move between service levels reduces the
penalties for SLA violations by 66%.

• Static SLA that defines a static service offer
where consumers specify a fixed number of VMs
for the whole duration of the service, i.e., the
service level cannot change;
• On-demand VMs defined using dynamic SLAs,
where at every hour consumers can scale up and
down their requests according to their needs;

6.1. Benefits for consumers
Capturing the dynamism of clouds in the SLA pro• Reserved Instances, which are also defined using
vides flexibility and significant economic and business
dynamic SLAs and allow users not only to scale
advantages to consumers. In this section we focus on
requests up and down, but also to reserve a fixed
the economic advantages of dynamic SLAs from the
minimal number of VMs at a discounted price.
consumer’s perspective. We define an IaaS provider
inspired by services offered by Amazon5 : On-demand The cost of a non-reserved VM in all offers is $0.058
and Reserved Instances. In the former, consumers and of a reserved instance $0.036 (the prices are based
on Amazon AWS). In our scenario, consumers use
VMs to run websites and each VM, equivalent to the
5 https://aws.amazon.com/
micro instance in Amazon AWS, is able to process a
10

maximum of 30000 requests/hour. We assume that
there is a charge for not fulfilling a request fixed at
$0.043 for every missing VM. We show in Table 3 an
excerpt of the SLAC SLA for the Reserved Instances
case.
For modelling the scenario we use 20 days of HTTP
requests traces of Wikipedia [27]. Each time the experiment is run, we randomly choose 50 pages of the
Wikipedia traces, and select among all HTTP requests only those referring to the selected pages to
create a time-series of the total requests/hour of each
page. The same set of pages is used by all service offers.
Figure 5 shows the flow diagram of our scenario. If
the tested service offer is not On-demand, we use the
information of the first 10 days for predicting the load
of the following days of the dataset, which range from
1 to 10, by using the Load Prediction module of our
framework. We adopted the time-series forecasting
tool Prophet6 , which is based on an additive regression model that considers important variables related
to work load prediction, such as, growth, seasonality
and holidays. Then, in the case of Static SLAs, we
simulate the cost of the predicted scenario for different numbers of VMs and select the best scenario by
considering predicted load, VM costs and penalties.
After deciding the fixed number of VMs for the remaining days, we run the scenario with the requests
extracted from the Wikipedia traces and verify every
hour whether the select number of VMs is sufficient
to satisfy all requests. If not, beside adding the cost
of the predefined number of VMs, we add the penalty
multiplied by the number of missing VMs.
In the case of Reserved Instances, we also use the
Prediction module to predict the load of the following
days and, via simulations, we determine the number of instances to reserve by considering the VM
discount and the extra costs in case some of the reserved VMs are not necessary to fulfil the requests.
After defining this number, we run the scenario and
at every hour we use the past information to predict
the next hour load and scale the service accordingly.
Then, we add the cost of the used pre-reserved in6 https://facebookincubator.github.io/prophet/

Table 3: Excerpt of a SLA of the Reserved Instances scenario.
...
Term Groups:
Reserved VM
IMT → Alice:cCpu 0.5 #
IMT → Alice:RAM 1 GB
IMT → Alice:Price 0.036 EUR *
Non Reserved VM:
IMT → Alice:cCpu 0.5 #
IMT → Alice:RAM 1 GB
IMT → Alice:Price 0.058 EUR *
Terms:
1 of Reserved VM
Dynamism
on Alice demand:
replace value of Reserved VM with old+1 or
replace value of Reserved VM with old-1 or
add term Non Reserved VM or
remove term Non Reserved VM or
replace value of Non Reserved VM with old+1 or
replace value of Non Reserved VM with old-1
Invariants:
Reserved VM in [1,6]
...

stances, the price of the additional VMs used for that
hour (the full VM price) and the penalties users could
incur if they are not able to satisfy their customers.
The On-demand service model is similar to the Reserved Instances one, but it does not offer the possibility of pre-reservation; it requires paying the full
price for each VM without any discount.
Figure 6 shows cost reduction of the on-demand
and reserved instances approaches in relations to the
static one with different simulation periods, from 1 to
10 days. In average, the cost reduction for consumers
using dynamic SLAs with the On-demand service is
29%, while with Reserved Instances it is 42%. The results show: (i) an increasing cost reduction tendency
for both approaches, when the analysed number of
days grows, probably due to the lack of flexibility of
the static approach; and a reduction on the difference in performance of the on-demand and reserved
instances, since the forecasting accuracy is lower for
further periods. Overall, these results demonstrate
the potential of flexibility for reducing costs. Notably, although these scenarios are already present in
commercial offers, they are still not covered by the
other SLA specification languages.
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6.2. Benefits for providers
Here, we analyse the number of violations, the
penalties and the total provider revenue to compare
the advantages of three different approaches: Static
SLAs (SLAs do not change during their lifetime),
Renegotiation (parties can renegotiate the existing
SLAs) and Dynamic SLAs (some terms can be dynamically changed). We propose a scenario where
providers analyse the running services, and in case
of high SLA violation risk, which implies high penalties and lost of trust, they may modify the service
quality and cost in the Dynamic or Renegotiation
approaches. The results, discussed below, demonstrate the flexibility of SLAC, its capacity to reduce
the number of SLA violations and to improve the
revenue of the involved parties.

Cost Reduction (%)

6.2.1. Use Case Implementation
The main components, together with their interaction and implementation, are shown in Figure 7. The
Figure 5: Experiment scenario used to measure the economic SLAC Inspector parses and evaluates SLAs for the
impact for consumers.
service specification and requirements, and sends the
outcome to the Service Manager, which is specifically
designed to guarantee the correct deployment and execution of services, and to manage the cloud infrastructure. The Panoptes Monitoring System (Monitor
component) is automatically configured by the Service Manager and provides monitoring data to the
50
Ondemand
Knowledge Manager and to the SLA Inspector. The
Dynamic
45
Knowledge Manager measures the risk of the running
services of not meeting the deadline specified in the
40
SLA, and informs the Negotiator about these risks.
We implemented this violation risk analysis by rely35
ing on the Supervised Random Forest technique [28],
30
which assess these risks based on monitoring information and on the characteristics of the SLA. The
25
Negotiator proposes modifications in the SLA; and,
when it receives a service modification proposal, it
20
1
2
3
4
5
6
7
8
9
10
decides whether to accept it.
Time (Days)
Each service is processed according to the workflow
depicted in Figure 8 (based on [13]). A service is
Figure 6: Cost reduction of the On-demand and Reserved In- evaluated regularly, and the penalties are added up
stances approaches in relation to the Static approach.
when the service is completed.
Static SLAs services are executed by employing the
SLA defined at design time. The SLA is verified every
12

Figure 7: Components of the use case implementation.

minute and, when the service ends, the revenue (price
paid) and penalties are computed. In the Renegotiation approach, for the sake of simplicity, the risk of
SLA violation is measured only once during its execution lifetime, at a random time between the starting
and the deadline of the service. If it is not higher
than given thresholds, the service is provided normally according to the SLA defined at design time.
Otherwise, the provider sends a SLA proposal to the
consumer, who analyses it according to its priorities
and takes a decision by relying on a Fuzzy Decision
System (see below). If the proposal is accepted, the
service continues and, after the change, it is evaluated considering the new SLA, otherwise the initially
defined SLA remains valid till the end of the service.

The Dynamic approach is similar to the Renegotiation one, the only difference is that the involved
parties do not have any active role. Indeed, in case
of high violation risk, the SLA is modified automatically since the changes are pre-defined in the SLA.
In both cases, to motivate or compensate a party for
the changes, a bonus (defined in the SLA) is given to
the other party when a change is performed during
the service execution. Although the bonus a priori
is usually much smaller than the bonus required for
renegotiating the SLA during the execution, which
would improve the results of the Dynamic approach
and, consequently, of SLAC, we opt to use the same
range of values of the renegotiation approach for the
sake of simplicity.

Figure 8: Flow diagram of the service processing for the Static,
Renegotiation and Dynamic approaches.

6.2.2. Fuzzy Decision System
To decide whether to accept or refuse a new SLA in
the Renegotiation approach, the consumer needs to
know the difference between the original SLA and the
SLA proposed at renegotiation time. In our use case,
to simulate this process, which is typically carried out
by a human or by an autonomous decision system,
we designed a fuzzy logic decision support system
inspired by the approach presented in [29].
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Table 4: Fuzzy rules of the consumer decision system.

Rule
Pe increases
Pr or D increases
Pr and D increase
Pe increase < 5%

Evaluation
favourable
unfavourable
very unfavourable
neutral

The decision system takes as input the consumer’s
priorities and the changes proposed by the provider,
e.g., the increment in price, to decides whether to accept the SLA proposed. In our use case, the considered SLA parameters are: the deadline for the service (D), the price to be paid for the service (Pr )
and the penalty in case of violation (Pe ). Table 4
exemplifies some rules used by the decision system.
Moreover, consumers specify their priorities among
these parameters and the system gives more weight
to the changes related to the higher priorities parameters. For example, if the proposed SLA is neutral
with respect to the penalty, very favourable on the
service price (the provider reduced it considerably),
and very unfavourable in the deadline (time to finish
the service increased significantly), this proposal is
only accepted if the service price has an higher priority for the consumer than the deadline.
For a
complete account of the fuzzy rules and the framework used in the experiments, we refer to the SLAC
project’s website [23].
6.2.3. Evaluation
The experiments were conducted in a cloud with 2
physical machines, providing 12 heterogeneous VMs.
Services are created by taking into account the distribution of a trace of a real-world cloud environment, the Google’s cloud dataset [30], and the same
services are executed using all described approaches.
Each service has an associated SLA, which is created
along with the service, according to an estimation of
the resources necessary to finish the service within
the completion time. The considered characteristics
of the services used to train the Supervised Random
Forest are: CPU, RAM, platform requirements (e.g.,
operating system and architecture), disk space, completion time and network bandwidth. Different types

of services are used in the experiments, such as web
crawling, word count, number generation and format
conversion, which are similar to real-world applications [31]. Service’s penalties and prices are based on
the service execution time and on a randomly defined
number. Penalties are always higher than the price,
since the price is paid even if a service is violated.
First we create a training set before every experiment round by executing 1000 services. Then, the
traces of these services are used to train the Random
Forest algorithm (Knowledge Manager). The algorithm, then, defines the probability of each service to
be in the violated and not violated classes.
In the actual experiments, new random services are
generated and the same services are re-executed for
each approach. We run 9 rounds of experiments with
the number of services from 100 to 500 (with an increase of 50 services every round). We assume that
the services’ arrival is a Poisson process, i.e., the time
between consecutive arrivals has an exponential distribution and that a service arrives, on average, every
0.7 seconds.
In the case of the Renegotiation approach, the
decision system (Negotiator) only accepts proposals
which are beneficial for the party that received the
offer. Therefore, the provider offers compensations
to the consumer; for example, if the violation risk
is high, the provider requests more time to finish the
service but offers a discount on the price and a higher
penalty. The definition of the exact parameters of the
considered metrics of the proposal, which are used by
the Renegotiation and the Dynamic approaches are
randomly generated within a predefined range.
The results of these experiments are illustrated in
Figure 9, while Table 5 presents the overall results
relative to the Renegotiation and the Dynamic approaches, expressed as percentages: in the case of
penalties and revenue, the results correspond to a
comparison with the Static approach, whilst for the
other features they result from a comparison with the
total number of services. Considering the parameters
defined for the renegotiation approach and the benefit threshold used in the experiments, around 60%
of the modification requests were accepted and carried out. Using the Dynamic approach, 21% of the
services were modified, mainly due to high risk of
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Figure 9: Performance analysis.

Table 5: Results in comparison to Static SLAs

Modification Requests
Modifications
Penalties
Revenue Increase

Renegotiation Dynamic
21%
0%
12%
19%
-32%
-66%
13%
24%

violation (more than 19%).
Overall, the flexibility provided by the Dynamic
approach increased the revenue by 24% and reduced
the penalties by 66%, while these measures were only
13% and 32% for the Renegotiation approach.
The benefits of the Renegotiation and Dynamic approaches heavily depend on the accuracy of the violation risk analyses. The results show that, although
the penalties were reduced by 66%, the impact on the
total revenue was an increase of around 24%. The
main reasons for this difference are: (i) the limited
impact of the penalties on the total revenue due to
the low average number of violations; (ii) the compensation provided to the consumers when a modification is requested, which lowers the price paid for
that service and sets higher penalties in case of violation; (iii) the number of SLAs that were violated even
after modifying the service, since most of the modification requests increase the penalty in compensation
for the higher service completion time. This suggests
that performing an analysis to define the additional

time required to avoid violations instead of generating a random number could improve significantly the
total revenue.
Also, the parameters defined in the SLA modification proposal may have a considerable impact on the
results. We adjusted these parameters to simulate a
real-world situation, where every party defends his
interest. Moreover, it can always be used together
with the Renegotiation approach in case not all relevant modifications are included in the SLA.
7. Related works
Although we can find in the literature general discussions about the dynamism and flexibility of electronic contracts (see, e.g., [32, 33]), the dynamic aspects for SLAs have not been investigate before. In
this section, we show how SLAC advances the state
of the art with respect to dynamism and to the main
features a language of the domain needs, and compare
it to other languages defined not only for the cloud
domain but also for related ones, such as serviceoriented and grid computing. This analysis provides
a broader view of the advantages and features of each
of them and shows the advancements of SLAC also
in relation to the state of the art in different areas.
Below we briefly describe the evaluation criteria.
The results of our evaluations are summarised in Table 6 and show the advantage of SLAC over other
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formalisms. Important characteristics of the cloud
domain, like Dynamism, All Parties, and Broker, are
supported only by SLAC. Its supporting software
framework allows an easy deployment of SLAC SLAs
in a wide-range of real-world scenarios.
For our assessment, we consider the following formalisms: WSLA [3], WS-Agreement [4], WSOL
[5], RBSLA [6], Linked USDL (LUA for short) [7],
SLALOM [8], SLAng [9], SLA* [10], CSLA[11],
rSLA [34], ySLA [35]7 and, of course, SLAC. We evaluate them by first considering General features of the
languages and then assessing their impact on the different phases of SLAs lifecycle. In the table, we use
for indicating that the feature is fully supyes
ported, X for indicating that the feature is partially
supported, and 7 for indicating that the feature is not
supported. The categories and considered aspects are
defined below.
General
Cloud Domain considers whether a SLA language
has been specifically designed for cloud computing.
Service Models evaluates whether all service models (including specific vocabularies) are directly supported or, in some cases, extensions are needed.
Formalisation refers to the level of formality in the
definition of syntax and semantics of the language.
Dynamism considers the capacity to express possible changes of the SLA terms at runtime.
Confidence or Fuzziness is the capacity to deal
with QoS uncertainty, with confidence defining the
percentage of compliance of clauses, and fuzziness referring to an acceptable interval around the threshold
of a metric.
Reusability refers to the possibility of reusing constructs defined in a template or in a SLA across different SLAs. Reusability Scopes refers to the possibility
of specifying scopes for the definition of terms and
monitoring constructs.
Composability is the ability to express composite
SLAs.

Extensibility evaluates whether the language terms
and metrics can be extended.
All parties considers whether it is possible to describe all parties involved in the service provision
and in all actions (monitoring, verification, provision,
etc.).
Price Model is the level of coverage of price schemes
and of computation models.
Consistency check considers whether consistency
of SLAs is verified; we write X if only syntactic checks
if also semantic aspects are considered,
are offered,
and 7 if no check is performed.
Definition, Discovery and Negotiation.
Editor for writing SLAs, they can be generic (X),
domain-specific( ) or absent (7).
Broker may have different levels of support when
taking decisions.
Metric Definition refers to the possibility offered
for defining quality metrics.
Alternatives evaluates the ability to specify alternative levels of service.
Soft Constraints is concerned with the use of softconstraints to address over-constrained requirements.
Matchmaking Metric enables the specification of
how to match equivalent metrics or metric units.
Negotiability is the ability to indicate how, and to
which extent, quality terms are negotiable.
Deployment and Monitoring.
Metric Schedule indicates how often the SLA terms
are measured.
Metric Provider indicates the possibility of specifying the party responsible for monitoring each SLA
term.
Automatic Deployer refers to the provision of tools
for automatic deployment of the service.
Integrated Monitoring is concerned with the capacity to automatically configure the monitoring system
relying on the SLA specification.

Billing and Penalty Enforcement.
Penalties and Rewards to be enforced under specified conditions. In this case,
stands for fine7 In this work, the authors focus only on reusability, which
grained support (at the level of service level objechinders our analysis. Since they write that the language is
based on rSLA, we use the results of the rSLA analysis for tives), X for coarse-grained, and 7 for no support.
those categories for which we do not have information.
Actions triggered by SLA violations.
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Conditions Evaluator refers to the possibility of 8.1. Discussion
specifying the party in charge of auditing each term.
Dynamic SLAs impact significantly on cloud manAssessment Scheduler specifies when each term is
agement and may add complexity to this task. Below,
assessed.
we present the main challenges and opportunities of
Termination
using this paradigm according to each phase of the
Automatic Undeployment of the used resources.
SLA lifecycle and hint at possible solutions for these
challenges.
We close the section by comparing the version of
SLAC proposed in this paper with respect to the ear- 8.1.1. Complexity and challenges of dynamic SLAs
lier proposals it builds upon by significantly revising
Planning. From the provider’s perspective, the
and extending them. In this work we: (i) approplanning and discovering phases with dynamic SLAs
priately integrate language extensions into the core
are similar to the corresponding phases of static
language; (ii) simplify the resulting linguistic conSLAs. Providers need to define the conditional
structs, and add new ones for specifying, e.g., michanges to be executed at runtime for all services,
gration, monitoring information and visibility conbut this extra effort is necessary only when setting
trol for terms; (iii) separate the SLA definition and
up new services or updating distribution policies.
the negotiation languages; (iv) describe new experConsumers can take a more general approach and
iments; (v) discuss the impact of dynamic SLAs in
consider only service scalability in dynamic SLA.
different domains; (vi) define a new service lifecycle;
However, to fully benefit of this approach, the serand (vii) describe the design and implementation of
vices need to be meticulously planned and future
a software framework to support the automation of
needs carefully considered. Big companies, multithe whole new lifecycle.
clouds and brokers are naturally the main beneficiaries of this approach, since the cost of this planning
process is normally just a small fraction of the bene8. Concluding Remarks
fits that flexibility and business certainty can bring.
From the broker perspective, there are several posWe have introduced the SLAC language for defining dynamic service levels; proposed a new lifecycle sible scenarios depending on the type of brokerage
for the service provision in clouds; discussed the main [16]. The broker might use dynamic SLAs on both
challenges that our new language poses; provided sev- sides, or only with providers or only with consumers.
eral example scenarios using the language; proposed Since the profit margins of brokers is usually small, a
a software framework covering the whole SLA lifecy- careful planning of the dynamic part of SLAs, mainly
cle; presented experimental results showing that both with providers, is needed. Dynamism would permit
providers and consumers can benefit from SLAC; dis- brokers to precisely determine the costs of different
cussed non-measurable benefits for providers, con- scenarios and offer competitive services.
sumers and brokers.
SLA dynamism, however, requires the anticipation
The SLAC language contributes to the automation of possible scenarios from all participants and some of
and specification of services and covers a wide range its advantages depend on the quality of this anticipaof use cases that are not covered by static SLAs and tion, since unforeseen scenarios might require renecorresponding languages. The dynamic part of SLAC gotiation. The typical, and straightforward, stratis particularly useful for brokers and medium/big egy to foresee these scenarios is by means of hucompanies that require guarantees and plan for long man evaluation of the considered use cases. Howterm, but can also be used by small consumers, e.g. ever, many different solutions may be applied to auto ensure vertical and horizontal scalability. The lan- tomatise the whole process. Possible solutions range
guage is intuitive and extensible and covers the most from the use of simple flexibility rules for the main
important aspects of the cloud domain.
terms (e.g., having a margin of 20% more VMs than
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the estimated), to more advanced solutions based on quired flexibility, take into account the modifications
machine learning models that, to determine the re- required in previous services and their costs.
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Discovery. Manual discovery of services becomes
more difficult when conditions and actions change the
valid terms of the SLA. With dynamic SLAs, a large
number of states have to be analysed; thus, verifying
whether there exists a state that is not compatible
with the parties’ specification is costly and implies
low matching rates. Therefore, automated techniques
that consider the problem of state explosion are necessary. Such techniques could compute the similarity
between offers and requests, and select just the most
compatible ones.
Negotiation. Negotiation is another significant
challenge since there is a large number of possible solutions or requirements from the parties. In [24], we
proposed an open source negotiation framework for
matching offers and requests and for facilitating the
agreement between the parties in case no immediate
matching is possible. The framework provides adaptation, consistency check, verification of SLA properties, suggesting the changes necessary for reaching
an agreement. In this work, the preferences of the
parties are defined by a utility function, which is a
first step to automatise the whole negotiation process
and reduce the need for human intervention.
Scheduling. Scheduling and service admission need
to handle service modification requests that may not
require consent from the provider. Although most of
the existing methodologies employ statistical methods to predict systems’ load and possible variations,
the agreement about pre-defined changes is a valuable
source of information as it contains the explicit definitions of the changes which are more likely to happen.
This information might be used to define the best way
to deploy a new service (e.g., considering also the
resources that would guarantee possible scalability)
and to decide whether to admit a new service (e.g.,
considering the resources that should be reserved and
that are likely to be used in the future). Machine
learning algorithms are good candidate for the development of schedulers in this area, because such algorithms can learn patterns based on the consumers
profiles, monitoring data and SLA characteristics to
predict changes (temporal, arbitrary and conditional)
and use this information to schedule new services or
optimise their placement.
Service Management. Management solutions can

also use the conditions in the SLAs to estimate and
adjust systems’ load and improve revenues. The immediate advantage is the possibility of activating new
terms to avoid violations of the SLA agreed with
a given consumer or violation of other SLAs established with other consumers. For example, in case
an important consumer requests a large number of
new VMs, and the provider does not have enough
VMs available, it can fulfil the request by reducing
the number of VMs from another consumer leveraging on the dynamism of the SLA with the other
consumer, while providing a discount to him. Obviously, taking advantage of this mechanism is a complex process that requires considering multi-objective
management problems to find optimal (or better) solutions.
Even if all these challenges are important to the
consolidation of dynamic SLAs, we believe that the
most urgent ones to leverage its adoption are: the
need for automatic solutions for planning and foreseeing the possible SLA scenarios, and new approaches
to negotiate them.
8.2. Advantages of dynamic SLAs and Future Works
In our experiments, we showed the possible
economic advantages of using dynamic SLAs for
providers and consumers. Besides these benefits,
there are several other advantages of our approach,
for example:
• SLAC extends the coverage of SLA definition
languages to new scenarios by supporting dynamism and other concepts already in use in contracts defined in natural language.
• With SLAC, vertical and horizontal scalability
can be formally defined.
• Business can be planned meticulously considering future scenarios, conditions and penalties in
case of violations.
• Explicitly supporting brokers, which can combine the benefits for consumers and providers.
We plan to extend the language to support Edge
Computing and we are currently analysing the use of
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SLAC in the context of blockchain and smart contracts, whose terms, such as payment, confidentiality and quality, are automatically enforced by relying
on a previously agreed protocol. In [36] we survey
blockchain-based cloud solutions and discuss the role
of SLAs in this field, while in [37] we describe an architecture to utilise SLAC SLAs as smart contracts in
these contexts. A particular characteristic of smart
contracts is that they can consistently be executed by
a network of mutually distrusting nodes, without the
arbitration of a trusted authority [38]. Smart contracts are prominently associated to platforms based
on distributed ledger technologies, such as Ethereum;
are general purpose, covering different areas, from finance to cloud services; and many smart contracts
definition languages are Turing-complete.
Similarly to smart contracts, also SLAs formalise
the terms of an agreement, specifically for the provision of a service, and can be automatically enforced
according to a previously agreed protocol. Although
our SLAs are defined in a domain specific language,
which does not have the expression power of smart
contract languages, SLAC covers the important features of the domain, including the dynamic aspects,
monitoring and accounting/billing. Yet, SLAC was
designed for environments with trusted authorities.
Therefore, to actually deploy SLAC in distributed
ledger environments, two main challenges need to be
addressed: the trust problem, i.e., the enforcement of
SLAs without trusted authorities; and privacy, since
all participants can read and execute the smart contracts, which could reveal the identity of the involved
parties and details about the service.
Lastly, notwithstanding the open gaps and the
known resistance of the large market players and
businesses to adopt new concepts and change processes - e.g., most of them still use SLAs in natural
language - we believe that dynamic SLAs could be
widely adopted in academia and industry because of:

thus stimulate providers to look for new competitive advantages;
• the fact that dynamic SLAs can be easily converted to smart contracts, and thus make SLAC
a good candidate as SLA definition language for
the next generation clouds.
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